
CHAPTER 2: Inference using t (and normal)
Distributions

Sampling Distribution of X

• µ
X

= µ The sampling distribution for X is always centered at the same place as the X

distribution (population distribution).

• If the data is from a SRS, then σ
X

=
σ√
n

and σ2
X

=
σ2

n
.

• When the data are normal, then X is normal: X ∼ N(µ, σ), then X ∼ N(µ, σ√
n
).

• CENTRAL LIMIT THEOREM (CLT) : For large SRS, X ∼̇ N(µ, σ√
n
)

– Mathematically, the CLT says that limn→∞ distribution
(

X̄−µ
σ/

√
n

)

= N(0, 1)

– CLT holds even when the data X is NOT normal!

– For data that is “not far from normality” (i.e. fairly symmetric and uni-modal), then a
“large” SRS means n ≥ 15. The more the population distribution (X dist.) differs from
the normal distribution, the larger the sample size needed for normality of X .

– Even for data that are “far from normal” (i.e. severely skewed), samples with n ≥ 30
are “large” since the sampling distribution of X in this case is approximately normal for
essentially any population distribution (this “rule of thumb” is more liberal than on p. 178
of your text).

Confidence Interval vs. Hypothesis Test:

• The purpose of a confidence interval is to estimate the value of a parameter.

• The purpose of a Hypothesis Test is to decide whether or not a claim (or hypothesis) about the
value of a parameter is plausible.

Hypotheses are statements about parameters not statistics!

• The Null Hypothesis, H0, is a statement of equality signifying no difference or no effect.

• The Alternative Hypothesis, Ha is a statement of inequality which you are trying to find
evidence for.
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2.2 One sample t-test (or z-test) for the population mean µ of a
quantitative variable

1. Hypotheses: Choose from one of the following sets of hypotheses where µ
0
is the hypothesized

value of µ:

One-sided test One-sided test Two-sided test
1. H0 : µ = µ

0
2. H0 : µ = µ

0
3. H0 : µ = µ

0

Ha : µ > µ
0

Ha : µ < µ
0

Ha : µ 6= µ
0

NOTE: Perform Steps 2-4 assuming that H0 is true and determine if the data suggests that H0

is not true.

2. Assumptions:

(a) The data must be a SRS

(b) The sampling distribution of X must be at least approximately normal (so the data is
normal OR n ≥ 15 for symmetric non-normal data OR n ≥ 30 for skewed data). If H0 is

true, then X ∼̇ N
(

µ0,
σ√
n

)

.

3. Test Statistic:

• If σ is known, the test statistic is Z =
X − µ

0

σ/
√
n

where Z ∼ N(0, 1) when H0 is true.

• If σ is not known, the test statistic is T =
X − µ

0

s/
√
n

where T ∼ t(n− 1) if H0 when true.

4. The p-value is the probability of obtaining a sample statistic that is as extreme or more extreme
than what was actually observed assuming that H0 is true (4.3.4 and 4.3.5).

• A small p-value indicates that the statistic you observed would rarely occur if H0 were true.
Thus, a small p-value is evidence that H0 is not true.

• The smaller the p-value, the stronger the evidence against H0 and in favor of Ha.

• Computing the p-value depends on Ha:

Alternative Hypothesis p-value if σ is known p-value if σ is unknown

Ha : µ > µ
0

P (Z > z) P (T > t)
Ha : µ < µ

0
P (Z < z) P (T < t)

Ha : µ 6= µ
0

2P (Z > |z|) 2P (T > |t|)

• Observe that the p-value can be written in terms of X. For example, for upper tailed tests,

p-value = P (X > x̄) = P (Z > z).
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5. Decision (4.3.6): Given a predetermined significance level α:

• Reject H0 if p-value ≤ α. In this case we say that the results are statistically significant.

• Fail to Reject H0 if p-value > α. In this case we say that the results are not statistically
significant.

Commonly-used significance levels are .01, .05 and .1. The significance level α is the probability
cut-off value for how rare you are requiring the sample result to be, if H0 were actually true.

6. Conclusion: a statement of how much evidence there is for the alternative hypothesis.

• If you reject H0, then you conclude “The evidence suggests Ha”.

• If you fail to reject H0, then you conclude “The evidence fails to suggest Ha”.

In each case, specify Ha in terms of the problem.

EXAMPLE:
Back to the motivational example of 47 creative writers randomly assigned to two groups: intrinsic
and extrinsic.

## Get the data

library(Sleuth3)

poetry.dat<-case0101

> summary(poetry.dat)

Score Treatment

Min. : 5.00 Extrinsic:23

1st Qu.:14.90 Intrinsic:24

Median :18.70

Mean :17.86

3rd Qu.:21.25

Max. :29.70

# Plot the data

boxplot(Score~Treatment,col=c(3,4),ylim=c(0,30),data=poetry.dat)

title(ylab="Creativity Scores",main="Side by Side Boxplots")

# Some simple statistics

# Means by group

tapply(poetry.dat$Score,poetry.dat$Treatment,mean)

Extrinsic Intrinsic

15.73913 19.88333

# SD by group

tapply(poetry.dat$Score,poetry.dat$Treatment,sd)

Extrinsic Intrinsic

5.252596 4.439513

# Five number summary by group

tapply(poetry.dat$Score,poetry.dat$Treatment,summary)

$Extrinsic

Min. 1st Qu. Median Mean 3rd Qu. Max.
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5.00 12.15 17.20 15.74 18.95 24.00

$Intrinsic

Min. 1st Qu. Median Mean 3rd Qu. Max.

12.00 17.42 20.40 19.88 22.30 29.70

# Get the intrinsic data only

intrinsic = poetry.dat$Score[poetry.dat$Treatment=="Intrinsic"]

intrinsic

[1] 12.0 12.0 12.9 13.6 16.6 17.2 17.5 18.2 19.1 19.3 19.8 20.3 20.5 20.6 21.3

[16] 21.6 22.1 22.2 22.6 23.1 24.0 24.3 26.7 29.7

# One-sample t-test on the intrinsic group only

t.test(intrinsic,mu=20,alternative="greater")

One Sample t-test

data: intrinsic

t = -0.1287, df = 23, p-value = 0.5507

alternative hypothesis: true mean is greater than 20

95 percent confidence interval:

18.3302 Inf

sample estimates:

mean of x

19.88333

1. Hypotheses:

2. Check assumptions:

3. Test statistic:

4. p-value:

5. Decision:

6. Conclusion:

Important points to remember:
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• Specify α, the level of significance of the test before looking at the data! If you set the
significance level after looking at the data, then you are data mining, and your results are not
legitimate.

• A hypothesis test answers the question: If H0 is true, how likely is it that we observe the statistics
that we get? The p-value quantifies this so we can reject our assumption that H0 is true or not.

• Not finding enough evidence to reject H0 does not imply that H0 is true! That is: “The
absence of evidence is not the evidence of absence!” - anon stat nerd.

• Statistical significance is different than practical significance! (4.5.5)

Interval Estimation
1. Interval Estimator: A formula applied to a data set which results in an interval of plausible

values for some parameter. It has the form

point estimator ± margin of error.

2. Confidence Interval (CI): An interval estimator which has a confidence level attached to it.

3. Confidence Level: A quantity (typically stated as a percentage) describing how often a
confidence interval (over all samples of a given size) captures the parameter value.

• Commonly-used confidence levels are 90%, 95%, and 99%.

• A 95% confidence level means that:

– With probability .95, the formula for the confidence interval captures the value of the
parameter.

– If confidence intervals were calculated from all possible samples, then 95% of the
intervals would contain the parameter value.

Confidence Interval for µ when σ is known (4.2.4) X ± z
1−

α
2

(

σ√
n

)

Assumptions:

• The data must be a SRS.

• If you sample a finite population without replacement, then .05N ≥ n.

• The sampling distribution of X must be at least approximately normal (so the
data are normal OR n ≥ 15 for symmetric non-normal data OR n ≥ 30 for skewed
data).

Notation:

• the margin of error is m = z
1−

α
2

(

σ√
n

)

.

• z
1−

α
2

is the critical value, the 100
(

1− α
2

)

percentile of the Z distribution, Z ∼ N(0, 1).

• α is a significance level

• C = 1− α is the confidence level
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C α = 1 - C 1 - α
2 z

1−
α
2

0.90 0.10 0.95
0.95 0.05 0.975
0.99 0.01 0.995

What are the values of z
1−

α
2

for 90%, 95% and 99%?

EXAMPLE #1: Seventy seven students at MSU were asked how many deer they harvested last hunting
season. Suppose that x = .5 and σ = .4.

• Is the sample size large enough to calculate a CI?

• Construct a 90% CI for µ, the true number of deer harvested last hunting season.

Confidence Interval Behavior:

The margin of error m, and hence the width of the interval depends, on:

1. The confidence level C: Increasing C increases m and the interval width.

2. The variability of the response σ: Increasing σ increases m and the interval width.

3. The sample size n: Increasing n decreases m and the interval width.

• The CI’s with x’s that are less than one margin of error away from µ will be the intervals that
capture µ. This happens 100C% of the time.

• All x’s that are more than one margin of error away from µ will be the intervals that
do not capture µ. This happens 100α% of the time.

• Typically, only one sample is selected from the population and therefore only one confidence
interval will be calculated. The CORRECT INTERPRETATION of this one confidence
interval is:

We are % confident that µ lies between and .

Usually, one interprets µ in terms of the problem.

• Unless you are a Bayesian statistician, an INCORRECT INTERPRETATION of this one
confidence interval is:

There is a % chance (i.e. probability) that µ lies between and .

Probability statements can only be made about confidence intervals BEFORE you calculate
the specific confidence interval estimate for the data. A given interval estimate captures the
parameter with probability 0 or 1, we simply do not know which it is.

EXAMPLE #1 revisited: From our previous example, we’d interpret the CI like this:

We are % confident that, on average, Montana State University students harvested between
and deer last hunting season.
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QUESTION: True or False?

Suppose µ is the average weight (in pounds) of dogs in Bozeman. A 95% CI for µ is (42, 48).

1. T / F: Ninety-five percent of the weights in the population are between 42 and 48 pounds.

2. T / F: Ninety-five percent of the weights in the sample are between 42 and 48 pounds.

3. T / F: The probability that the confidence interval (42, 48) includes µ is 0.95.

4. T / F: The sample mean x is in the confidence interval with probability 0.95.

5. T / F: If 100 confidence intervals were generated using this same process, approximately 5 of
the confidence intervals would not include µ.

EXAMPLE #2:
Gas mileages (in MPG) of a SRS of 20 cars of a certain make and model are recorded and the sample
mean is found to be 18.48 MPG. Suppose that the data are not normal but are fairly symmetric. Also
suppose that the population standard deviation is known to be σ = 2.9 MPG.

• Do we have a large enough sample size?

• Find and interpret a 95% confidence interval for µ, the mean MPG for this vehicle.

Confidence Interval for µ when σ unknown X ± t
1−

α
2
, n−1

(

s√
n

)

Assumptions:

• The data must be a SRS.

• If you sample a finite population without replacement, then .05N ≥ n.

• The sampling distribution of X must be at least approximately normal (so the
data are normal OR n ≥ 15 for symmetric non-normal data OR n ≥ 30 for skewed
data).

t Distribution T ∼ t(df)

• The t distribution is symmetric, unimodal, bell-shaped, and centered at zero.

• The t distribution has heavier tails than the normal distribution because s (an estimate of σ) is
used instead of σ.

• As the degrees of freedom (df) increases, the t distribution approaches the standard normal
distribution N(0, 1).
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Notation:

• the margin of error is m = t
1−

α
2
, n−1

(

s√
n

)

.

• Use the t-table (Table B.2 on p430 of your textbook) or R to calculate t
1−

α
2
, n−1

, the t critical

value, the 100
(

1− α
2

)

percentile of the t distribution with n - 1 degrees of freedom, t(n − 1).
Since t(n− 1) has thicker tails than N(0, 1), then t1−α

2
, n−1 > z1−α

2
.

• s√
n
is the standard error of X

EXAMPLE #3: From a SRS of 8 shipments of corn soy blend, a highly nutritious food sent for
emergency relief, the mean vitamin C content (in mg/100g) is x = 22.5 and the sample standard
deviation is s = 7.19.

• Do we have a large enough sample size?

• Calculate and interpret a 99% confidence interval for µ, the true mean vitamin C content of corn
soy blend.

8



2.3 Two sample t-tests and z-tests

When presented with two samples that you wish to compare, there are two possibilities:
I. independent samples and II. paired samples.

I. INDEPENDENT SAMPLES:

• Select a SRS of size n1 from population 1 which has mean µ1 and standard deviation σ1.
Independently from the first sample, select a SRS of size n2 from population 2 which has mean
µ2 and standard deviation σ2.

• The difference between the two population means is the parameter of interest, µ1 − µ2.

• The statistic X1 −X2 is a point estimator of the parameter µ1 − µ2.

Note about Study Design:

• Randomized Experiment

– Two treatment groups from randomized experiment are independent.

– It is possible to claim that the treatment caused the difference in means.

– If the individuals in the experiment were chosen from a SRS, then conclusions about µ1−µ2

can be extended to the populations from which the individuals were drawn. However, if
the individuals were not a SRS, then conclusions to larger populations are dubious.

• Observational Study

– Two samples to be compared in an observational study are considered to be independent
if individuals were randomly chosen from each respective population.

– No cause and effect conclusions.

Facts about the sampling distribution of X1 −X2:

• µ
X1−X2

= µ1 − µ2, so X1 −X2 is an unbiased point estimator of µ1 − µ2.

• σ2
X1−X2

=
σ2
1

n1
+

σ2
2

n2
and σ

X1−X2

=

√

σ2
1

n1
+

σ2
2

n2

• If the sampling distributions of X1 and X2 are approximately normal, then the sampling

distribution of X1 −X2 is approximately normal, i.e., X1 −X2 ∼̇ N

(

µ1 − µ2,

√

σ2
1

n1
+

σ2
2

n2

)

.

Unpooled Approach to estimating and testing µ1 − µ2:

• A Confidence Interval for µ1 − µ2 is X1 −X2 ± t
1−

α
2
,df

√

S2
1

n1
+

S2
2

n2

– df = (V1+V2)2

V 2
1

n1−1
+

V 2
2

n2−1

and V1 =
S2
1

n1
and V2 =

S2
2

n2
.

– A conservative degree of freedom estimate is df = min(n1 − 1, n2 − 1).

– Check the assumptions that the SRS’s are independent and that X1 and X2 are normal!

• A Hypothesis Test for µ1 − µ2 is:
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1. Hypotheses:

H0 : µ1 − µ2 = ∆0 where ∆0 is a specific value (usually 0).

Ha : µ1 − µ2 > ∆0

Choose one: Ha : µ1 − µ2 < ∆0

Ha : µ1 − µ2 6= ∆0

NOTE: Perform steps 2-4 assuming that H0 is true!

2. Assumptions:

(a) SRS’s from each population.

(b) The two SRS’s are independent of each other.

(c) The sampling distributions of X1 and X2 must be at least approximately normal (so
the data is normal OR n1, n2 ≥ 15 for symmetric non-normal data OR n1, n2 ≥ 30 for

skewed data). If H0 is true, then
(

X1 −X2

)

∼̇ N

(

∆0,

√

σ2
1

n1
+

σ2
2

n2

)

.

3. Test Statistic:

– T = X1−X2 − ∆0
√

S2
1

n1
+

S2
2

n2

– When H0 is true, T ∼ t(df) where df = (V1+V2)2

V 2
1

n1−1
+

V 2
2

n2−1

.

– A conservative degree of freedom estimate is df = min(n1 − 1, n2 − 1).

4. The p-value is the probability of obtaining a sample statistic that is as extreme or more
extreme than what was actually observed assuming that H0 is true.

Alternative Hypothesis p-value

Ha : µ1 − µ2 > ∆
0

P (T > t)
Ha : µ1 − µ2 < ∆

0
P (T < t)

Ha : µ1 − µ2 6= ∆
0

2P (T > |t|)

5. Decision: Given a predetermined significance level α:

– Reject H0 if p-value ≤ α.

– Fail to Reject H0 if p-value > α.

6. Conclusion: a statement of how much evidence there is for the alternative hypothesis.

– If you reject H0, then you conclude “The evidence suggests Ha”.

– If you fail to reject H0, then you conclude “The evidence fails to suggest Ha”.

In each case, specify Ha in terms of the problem.

EXAMPLE:
Back to the motivational example of 47 creative writers randomly assigned to two groups: intrinsic
and extrinsic.

# Welch (unpooled) 2-sample t-test

> intrinsic = poetry.dat$Score[poetry.dat$Treatment=="Intrinsic"]

> extrinsic = poetry.dat$Score[poetry.dat$Treatment=="Extrinsic"]

> intrinsic

[1] 12.0 12.0 12.9 13.6 16.6 17.2 17.5 18.2 19.1 19.3 19.8 20.3 20.5 20.6 21.3

[16] 21.6 22.1 22.2 22.6 23.1 24.0 24.3 26.7 29.7

> extrinsic

[1] 5.0 5.4 6.1 10.9 11.8 12.0 12.3 14.8 15.0 16.8 17.2 17.2 17.4 17.5 18.5
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[16] 18.7 18.7 19.2 19.5 20.7 21.2 22.1 24.0

t.test(intrinsic,extrinsic)

Welch Two Sample t-test

data: intrinsic and extrinsic

t = 2.9153, df = 43.108, p-value = 0.005618

alternative hypothesis: true difference in means is not equal to 0

95 percent confidence interval:

1.277603 7.010803

sample estimates:

mean of x mean of y

19.88333 15.73913

1. Hypotheses:

2. Check assumptions:

3. Test statistic:

4. p-value:

5. Decision:

6. Conclusion:

Pooled Approach to testing and estimating µ1 − µ2:

• Assume that σ2
1 = σ2

2 , called the homogeneity of variance assumption.

• The pooled approach is more powerful than the unpooled approach (i.e. Power= 1−β is larger)
if σ2

1 and σ2
2 are truly equal since the degrees of freedom for the pooled approach is larger than

the degrees of freedom for the un-pooled approach.

• If σ2
p = σ2

1 = σ2
2 , then σX1−X2

= σp

√

1
n1

+ 1
n2

where σ2
p is the pooled population variance.
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• Confidence Interval for µ1 − µ2 is X1 −X2 ± t
1−

α
2
,df
Sp

√

1
n1

+ 1
n2

.

– The pooled sample variance is S2
p =

(n1−1)S2
1
+(n2−1)S2

2

n1+n2−2 , an unbiased estimator of σ2
p.

– df = n1 + n2 − 2.

– Check the assumptions that the SRS’s are independent and that X1 and X2 are normal!

• Hypothesis Testing for µ1 − µ2:

1. Hypotheses:

H0 : µ1 − µ2 = ∆0 where ∆0 is a specific value (usually 0).

Ha : µ1 − µ2 > ∆0

Choose one: Ha : µ1 − µ2 < ∆0

Ha : µ1 − µ2 6= ∆0

NOTE: Perform steps 2-4 assuming that H0 is true!

2. Assumptions:

(a) SRS’s from each population.

(b) The two SRS’s are independent of each other.

(c) The sampling distributions of X1 and X2 must be at least approximately normal (so
the data is normal OR n1, n2 ≥ 15 for symmetric non-normal data OR n1, n2 ≥ 30 for

skewed data). If H0 is true, then
(

X1 −X2

)

∼̇ N
(

∆0, σp

√

1
n1

+ 1
n2

)

.

(d) Homogeneity of variance: σ2
1 = σ2

2 . If one sample standard deviation is more than twice
the other, then this assumption is suspect.

3. Test Statistic:

– T = X1−X2 − ∆0

Sp

√

1

n1
+ 1

n2

– If H0 is true, T ∼ t(df) where df = n1 + n2 − 2.

4. , 5. and 6. Find the p-value, make a Decision, and give a Conclusion as in the un-pooled
case.

EXAMPLE: The motivational example (again)

# Pooled 2-sample t-test

t.test(intrinsic,extrinsic,var.equal=T)

Two Sample t-test

data: intrinsic and extrinsic

t = 2.9259, df = 45, p-value = 0.005366

alternative hypothesis: true difference in means is not equal to 0

95 percent confidence interval:

1.291432 6.996973

sample estimates:

mean of x mean of y

19.88333 15.73913
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II. PAIRED SAMPLES:

• Samples can be paired when:

– From a SRS of size n, two measurements (Xi, Yi) are recorded for each individual, such as
when there are before-treatment and after-treatment measurements.

– From two SRS’s, each of size n, two measurements (Xi, Yi) are recorded for two similar
individuals, such as when there are blocks of two individuals, and each individual gets a
different treatment.

• The paired measurements are subtracted, di = Xi − Yi. The differences d1, d2, ..., dn form a new
set sample of data, which is analyzed using the one sample procedures from Chapter 10.

• The sample mean difference, d̄, is an unbiased point estimator of the parameter, µd, the mean
of the population of differences. Your book uses the notation x̄d instead of d̄.

• The sampling distribution of d has mean µd̄ = µd and sampling variability σ2
d̄
= σd√

n
.

• A Confidence Interval for µd is d̄ ± t
1−

α
2
,n−1

Sd√
n
. Check the Assumption that d̄ is normal!

• A Hypothesis Test for µd:

1. Hypotheses:

H0 : µd = δ0 where δ0 is a specific value (usually 0).

Ha : µd > δ0
Choose one: Ha : µd < δ0

Ha : µd 6= δ0

NOTE: Perform steps 2-4 assuming that H0 is true!

2. Assumptions: Same as for hypothesis testing using one sample:

(a) The data must be a SRS.

(b) The sampling distribution of d̄must be at least approximately normal (so the differences
are normal OR n ≥ 15 for symmetric non-normal differences OR n ≥ 30 for skewed

differences). If H0 is true, then d̄ ∼̇ N
(

δ0,
σd√
n

)

.

3. The Test Statistic is T = d̄ − δ0
Sd
√

n

where T ∼ t(n− 1) when H0 is true.

4. p-value

Alternative Hypothesis p-value

Ha : µd > δ
0

P (T > t)
Ha : µd < δ

0
P (T < t)

Ha : µd 6= δ
0

2P (T > |t|)

5. and 6. Make a Decision and give a Conclusion.

• A paired t.test in R: t.test(DATA,paired=TRUE)

Even more R code:
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